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Preface

Data Science in Engineering represents one of twelve volumes of technical papers presented at the 43rd IMAC, A Conference
and Exposition on Structural Dynamics, organized by the Society for Experimental Mechanics, and held February 10-13,
2025. The full proceedings also include volumes on Nonlinear Structures & Systems; Dynamics of Civil Structures; Model
Validation and Uncertainty Quantification; Dynamic Substructuring & Transfer Path Analysis; Special Topics in Structural
Dynamics & Experimental Techniques; Computer Vision & Laser Vibrometry; Dynamic Environments Testing; Sensors &
Instrumentation and Aircraft/Aerospace Testing Techniques; and Topics in Modal Analysis & Parameter Identification I &
II; and Structural health Monitoring & Machine Learning.

The Data Science in Engineering technical division of the Society for Experimental Mechanics focuses on the trans-
formative role and application of data analytics and modeling in structural, aerospace and mechanical engineering. With
the rapid advancements in sensing technologies (high-speed cameras, image processing, laser sensors, unmanned aerial
vehicles, etc.) and high-performance computing, engineering systems now generate vast volumes of data that demand ad-
vanced analytical frameworks to manage big data and extract useful information. Machine learning, deep learning, transfer
learning, big data, statistics, and related methods define the analytical toolset to process vast volumes of measurements and
predictions, analyze complex phenomena, identify trends and relationships, and guide the development of predictive models
through data. Statistical and machine learning methods provide fast, robust, adaptive, and scalable solutions for the online
monitoring of structures and mechanical systems, and to support decision-making and risk analysis. These advancements are
transforming how engineers collect and process data, shifting from reactive assessments to proactive strategies that enhance
system understanding, performance, resilience and operational efficiency.

The organizers would like to thank the authors, presenters, session organizers, and session chairs for their participation
in this track.

Editors
Thomas Matarazzo–United States Military Academy; François Hemez, Lawrence Livermore National Laboratory, Liver-
more, CA, USA; Eleonora Maria Tronci–Northeastern University; Austin Downey – University of South Carolina
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Chapter 1Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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Data-Driven Method for Reduced Order Modeling of Blisks
with Large and Small Mistuning

Mihai Cimpuieru, Sean T. Kelly, and Bogdan I. Epureanu

Abstract Turbomachinery blisks are paramount to the safe and efficient operation of gas turbines. They are exposed to large
aerodynamic forces while functioning at extreme temperatures and rotating conditions. In addition, blisks are manufactured
as one single piece and have low damping, making them susceptible to large vibrations, which are amplified by inherent
blisk mistuning, represented by small differences from the nominal design. Furthermore, vibration responses are drastically
affected by large mistuning (e.g., cracked or deformed blades) in one or more sectors of the blisk, called rogue sectors. These
properties make blisks susceptible to high cycle fatigue, which can result in failure of the structure. Thus, it is essential to
predict responses of mistuned blisks with rogue sectors. Tuned blisk responses can be calculated at a low computational
cost. However, mistuning and rogue blades break the cyclicity of the system and make response calculations much more
challenging. State-of-the-art computational methods address this challenge by using reduced-order models (ROMs) based
on tuned modes of cyclic rogue systems. However, computing these ROMs requires formulating one or more sets of full sys-
tem matrices, which can be computationally expensive. To address this issue, one method developed by the authors utilizes
a data-driven approach that enforces known physics derived from equations of motion. Nevertheless, this existing method
cannot be applied to blisks with rogue sectors. This manuscript proposes an extension of the state-of-the-art to compute
responses of a mistuned blisk with rogue sectors. This approach uses transfer function matrices from both a rogue blisk and
pristine blisk to form a linear system of equations to compute blade responses, and is applicable to cases including multiple
rogue sectors of various types. This approach is demonstrated for a lumped mass model with 18 blades with one or more
rogue sectors. Results show that this method can predict amplitude responses of mistuned blisks with rogue sectors with
absolute percent errors below 8%.

Keywords Turbomachinery · Neural Networks · Structural Dynamics · Data Science · Machine Learning

Introduction

Gas turbines are one of the most widely used propulsion systems due to their high power and efficiency. Turbomachinery
blisks are often used in the compressor and turbine stages of these systems, interacting with the passing air flow and oper-
ating at extreme conditions. Gas turbine efficiency and safety are highly dependent on the air flow-blisk interaction. Hence,
it is paramount to understand and continuously develop the state-of-the-art for modeling turbomachinery blisks to ensure
efficient and safe operation. These structures are exposed to high aerodynamic forces, are manufactured as one single piece,
and have low damping, all of which can result in high amplitude blade vibrations. In addition, as-manufactured blisks are
mistuned, i.e., contain small deviations from nominal material properties and/or geometry at the blade level. Furthermore,
due to significant wear formation or even damage at one or more blades, blisks can also suffer from so-called large mis-
tuning. Blade vibrations due to either or both of these phenomena can result in high cycle fatigue, causing failure of the
structure and potentially disastrous effects on the operational safety of a gas turbine. Hence, it is paramount to predict blisk
responses with both small and large mistuning. For a tuned blisk (i.e., no mistuning), the computational effort to compute
the blisk response can be highly reduced by leveraging the cyclic-symmetry of the structure using block circulant system
matrices and projections onto cyclic coordinates. However, mistuning breaks the cyclic-symmetry of the structure. Thus, one
cannot directly leverage the tuned system’s cyclic symmetry for reduction, resulting in increased total computational effort.
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Thus, formulating reduced-order models (ROMs) to compute mistuned blisk responses has been of great interest in the past
decades.

There are several state-of-the-art ROMs to compute mistuned blisk responses. Firstly, small mistuning is commonly
defined in literature as small deviations in the cantilever blade alone frequencies with no change in the blade mode shape.
Computationally, small mistuning is modeled by stochastically varying the blade’s Young’s modulus from blade to blade,
usually no more than 5% [1]. Multiple ROMs have been developed using physics-based approaches, such as component
mode synthesis (CMS) techniques [2]. These methods separately consider the blades and disk sections, utilizing interface
constraint modes and normal modes of each section holding the interface between the two sections fixed. Other physics-
based ROMs consider a subset of or all the tuned blisk modes when blades are exhibiting cantilever beam motion, while some
also include constraint modes associated with the disk-blade interface [3,4]. Secondly, for large mistuning, some methods
build upon a CMS-based approach by structuring the mistuned blisk into a tuned blisk component and a mistuned blisk
component. However, these substructuring-based approaches require one or more sets of large full-order system matrices.
Other approaches have focused on leveraging the cyclic-symmetry of tuned systems [5]. In particular, the pristine-rogue-
interface modal expansion (PRIME) method [6,7] uses a basis formed from modes of the tuned system with pristine blades
and modes of a tuned system with rogue blades (i.e., all blisk blades have the same large mistuning). Additionally, using an
extension of [3], PRIME can predict blisk responses with both small and large mistuning.

A primary drawback of physics-based ROMs is that they require the use of high dimensional blisk finite element (FE)
models to characterize the system dynamics and build the projection bases used for ROM generation. Furthermore, the
accuracy of a physics-based ROM cannot be enhanced using experimental data. Hence, recent work has focused on the
development of data-driven methods to predict the response of mistuned blisks [8,9]. In particular, for small mistuning,
some methods leverage feedforward neural networks (FFNNs) and a combination of coupling and sector-response networks
to predict blade tip responses [9]. Specifically, the method in Ref. [9] uses a sector-level coupling FFNN to predict the
responses at sector interfaces while enforcing compatibility conditions, and then uses those responses as input for a separate
sector-level FFNN to compute the tip response for each blade. However, this method does not explicitly enforce the system
linearity (and hence the governing physics) in the networks nor the solution procedure. As such, a new method to account
for this drawback was developed [10,11]. Specifically, this method leverages the cyclic-nature of blisks and enforces system
linearity within the loss function of a sector-level, physics-informed neural network (PINN). In particular, this approach
introduces two matrix transfer functions: one that relates sector i blade responses to potentially all other blade responses,
and one that relates the same sector i blade responses to the forcing applied on sector i. These transfer function matrices are
output from the sector-level PINN for each sector and used to form a linear system of equations to predict all blade responses.
However, this approach accounts only for small mistuning, without considering large changes in mode shape due to large
changes in material properties or geometry. To the authors’ knowledge, there is currently no physics-informed data-driven
method for predicting blisk responses with both small and large mistuning.

This paper proposes a novel physics-informed data-driven method to compute the response of blisks with both small and
large mistuning. Conceptually similar to the PRIME method, the authors utilize two cyclic systems: 1) a pristine blisk with
small mistuning, and 2) a rogue blisk with small mistuning. Two sets of sector-level transfer function matrices relating the
blade root responses of a sector i to 1) the blade root responses of all other blades and 2) the forcing excitation on sector i are
learned. Specifically, one set is learned by a sector-level PINN trained using the cyclic pristine blisk with small mistuning,
and the other set is learned by a separate sector-level PINN trained using the cyclic rogue blisk with small mistuning.
These two sets of sector-level transfer function matrices are then used to form a linear system of equations that is solved to
predict all blade root responses of a blisk with small mistuning and rogue blades. The blisk blade tip responses can then be
predicted using the computed blade root responses in a similar manner to that used in Ref. [9]. Prediction results considering
a traveling-wave excitation (TWE) with fixed amplitude and a blisk with small mistuning and 1, 2, or 17 rogue blades are
presented. Across all presented results, this method predicts blade root responses with absolute percent errors less than 8%.

Methodology

The goal of this approach is to predict blisk responses at the blade roots when one or more blades are rogue (i.e., have
large mistuning) and all blades have small mistuning. For this analysis, we will consider that all rogue blades have the
same amount of large mistuning. However, this method can be applied to blisks with multiple blades with varying levels of
“rogueness”.

Firstly, it is critical to define the neural networks used throughout this paper. Two sector-level PINNs (similar to those
in [10, 11]]) with 2 fully-connected hidden layers each having 500 nodes are utilized for this work. For a general sector i,
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each network takes as input the small blade mistuning of sector i, denoted δi, and the TWE frequency, ω. The output of each
network consists of two matrices, A (ω, δi) and B (ω, δi), defined as transfer function matrices respectively describing the
relationship of the sector i blade root responses to 1) all other blade root responses, and 2) the forcing applied to blade i (see
Eq. (1)). In Eq. (1), xi,ω are the blade root responses of sector i for excitation frequency ω, f i,ω is the force applied at the
blade tip of sector i, and x¬i,ω are the blade root responses from all sectors except sector i. The mean squared error (MSE)
loss function for a single training sample is defined in Eq. (2), the goal being to learn the optimal A (ω, δi) and B (ω, δi)
that minimize the overall MSE across all training samples. Note that a factor of 1/2n is included in Eq. (2). This comes from
using n blade root responses per sector, with 2 included in the denominator because, for PINN training, real and imaginary
responses are explicitly considered in xi,ω and x¬i,ω rather than as combined complex-value quantities.

Fig. 1 Loss function during training of pristine blisk PINN.

Fig. 2 Loss function during training of rogue blisk PINN.

The sector-level formulation in Eq. (1) leverages the cyclicity of the blisk and is explained in more detail in Refs. [10,11].
However, it is important to mention that the PINNs in [10,11] take as inputs the mistuning values of all or of a subset of
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the other blades since all responses are measured at the tip of the blades where the responses are significantly affected by
mistuning. The formulation the authors propose in this work utilizes responses only from the blade roots. Note that the
response of blade i at its root is only dependent on 1) the mistuning of blade i since the force is applied at its tip, and 2) the
root responses of all other blades due to coupling through the disk section. Thus, the input to the network proposed here only
consists of 1) the excitation frequency, and 2) the mistuning of the sector i. The network is trained for a frequency range 940
Hz – 1060 Hz, with a frequency resolution of 0.3 Hz. Training is performed using a total of 577,440 individual samples.

Secondly, it is important to clarify what systems are considered for the proposed method. As mentioned in the previous
section, there will be two systems analyzed, each with a respective PINN: 1) a blisk with pristine blades (i.e., no large
mistuning) and small mistuning, and 2) a blisk with rogue blades and small mistuning, each blade having the same level
of “rogueness” (i.e., same large mistuning applied at each blade). The respective PINN training curves (i.e., overall MSE
loss vs. epoch) are shown in Figs. 1 and 2. For both networks, the learning rate is reduced in 200-epoch increments to reach
convergence faster. The training curves in Figs. 1 and 2 show that both networks converge successfully.

Next, a linear system of equations is formed combining the A (ω, δi) and B (ω, δi) matrices obtained from the two
PINNs as presented in Eq. (3). Blade root response predictions for a blisk with both pristine and rogue sectors are obtained
by solving the linear system in Eq. (3), where to predict sector i blade root responses and, for example, considering rogue
blisk coefficients, we have A(ω, δi)R =

[
A (ω, δi)

1
R A (ω, δi)

2
R . . . A (ω, δi)

i−1
R A (ω, δi)

i+1
R . . . A (ω, δi)

17
R A (ω, δi)

18
R

]
with A (ω, δi)

j
R being the sector j blade root response coefficients used to predict sector i’s blade root response when blade

i is rogue. Similarly, the same definition applies for pristine sectors. Within this system of equations, for rogue blades we use
the A (ω, δi) and B (ω, δi) matrices output from the rogue blisk PINN, while for pristine blades we use the matrices output
from the pristine blisk PINN. In Eq. (3), blades i and i+ 1 are selected to be rogue to exemplify how the blade “rogueness”
is taken into account in the mathematical formulation using the learned transfer function matrices. These specific equations
are boxed in Eq. (3).

xi,ω =
[
A (ω, δi) B (ω, δi)

] [ x¬i,ω

f i,ω

]
(1)

L =
1

2n

∥∥∥∥xi,ω −
[
A (ω, δi) B (ω, δi)

] [ x¬i,ω

f i,ω

]∥∥∥∥2
2

(2)

(3)

Analysis

To validate this approach, an 18-sector blisk lumped mass model is considered, with a sector-level illustration of this model
shown in Fig. 3. Small mistuning is introduced at the blade level by proportionally varying both blade-specific spring con-
stants (i.e., kib0and kib1 ) by the same value. Here, large mistuning (for a rogue blade) is introduced by increasing both of these
spring constants by 15%, though other values could be considered to generate large mistuning. A TWE with a vibration
amplitude of 1 N is applied to mass mi

b2
.

To evaluate this method’s ability to predict blisk responses with both small and large mistuning, multiple rogue blisks
with different small mistuning patterns were tested. Initially, a blisk with one small mistuning pattern (i.e., 18 small mistuning
values, each value applied to one of the blisk blades) and varying number of rogue blades was considered. Small mistuning
values are randomly sampled from a normal distribution with 0 mean and 1% standard deviation. Considering the same small
mistuning pattern, the following results are obtained for blisks with 1 rogue blade, 2 rogue blades, and 17 rogue blades. It
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Fig. 3 Blisk lumped mass model – sector level viewpoint.

is important to emphasize that this approach was also tested by the authors for multiple other small mistuning patterns with
the number of rogue blades ranging from 1 to 18. However, these tests are not shown in here for brevity.

For all three cases presented (i.e., same small mistuning pattern with 1 rogue blade, 2 rogue blades, and 17 rogue blades),
Figs. 4, 5, and 6 show blisk response envelope predictions (i.e., the maximum response across all blades at each excitation
frequency) with absolute percent errors all less than 8%. In particular, with only 1 or 2 rogue blades, the envelope response
errors are below 6%. Future investigation is needed to better understand the higher errors associated with adding more rogue
blades. Figures 7, 8, and 9 show response predictions for each blade root degree of freedom, where the dotted lines are the
predicted responses using the proposed approach and the solid lines are the actual (i.e., reference) responses. These results
show that this method accurately predicts the actual blade root responses, not only for the maximum values of the responses
shown in Figs. 4, 5, and 6, but for all blade responses in the considered frequency range. The blade real and imaginary

Fig. 4 (Top) Blisk response envelope prediction and (bottom) absolute percent error with small mistuning and 1 rogue
blade.
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Fig. 5 (Top) Blisk response envelope prediction and (bottom) absolute percent error with small mistuning and 2 rogue
blades.

Fig. 6 (Top) Blisk response envelope prediction and (bottom) absolute percent error with small mistuning and 17 rogue
blades.
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Fig. 7 (Top) Real and (bottom) imaginary blisk response prediction for all blades considering small mistuning and 1 rogue
blade.

Fig. 8 (Top) Real and (bottom) imaginary blisk response prediction for all blades considering small mistuning and 2 rogue
blades.
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Fig. 9 (Top) Real and (bottom) imaginary blisk response prediction for all blades considering small mistuning and 17
rogue blades.

responses are reported separately because, as stated previously, the response vector xi,ω is split into real and imaginary
components for training both PINNs.

Conclusion

To summarize, this paper proposes a physics-informed data-driven reduced-order modeling approach to predict blisk re-
sponses with small and large mistuning. This method builds upon a previous technique developed by the authors that lever-
ages the blisk’s cyclic properties and enforces system linearity through a sector-level PINN. The proposed method is the
first physics informed data driven method able to capture blisk responses with both small and large mistuning. The method
combines the transfer function matrices learned for a pristine blisk with small mistuning and a cyclic rogue blisk with
small mistuning to predict the blade root responses of a blisk with one or more rogue sectors. The blade root responses
can then be used to predict the blade tip response using a previously developed data-driven technique. The presented results
show accurate predictions, with absolute percent errors below 8%. Future work includes identifying potential accuracy en-
hancements through tuning of the network training parameters (e.g., frequency resolution, frequency range, and amplitude
normalization).
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Chapter 2Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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System Identification of Data from Rotating Machinery Using
Deep Learning Network Training

R. Wetherington and M. Kasprzyk

Abstract Deep learning algorithms are a powerful tool that can be used in the identification of unique features and behavior
of data, yet applying these algorithms in practice can require innovative solutions for different application domains. This
paper discusses a simple approach for mapping single-channel data (like that produced by accelerometers and proximity
probes) from a rotating machine, , such that it can be used for the training of a simple convolutional neural network. The
resulting trained neural network can accurately identify data features to its source with useful accuracy. This method could
be used to identify known unique operating system characteristics for prognostic and diagnostic assessment. This paper dis-
cusses an evaluation of this approach using real and simulated data, and the results are presented herein.

Keywords AI networks · Neural networks · Rotating machine · Sensor · Mapping data · Diagnostic

Introduction

Developmental testing of rotating machinery can involve dozens of sensor channels and high-speed sampling of the sensor
values. Sample rates of tens of thousands of samples per second are not uncommon. The sinusoidal nature of these data
present the option of remapping it from 1D to 2D using an X-Y projection method, such as what is used in orbit plots
[1]. The projected 2D figures exhibit impressive consistency that are often unique to the source. When the signal-to-noise
ratio is high, these signals often present distinguishable features in the data. Therefore, it becomes possible to process the
information with a simple convolutional neural network designed for character recognition. The resulting trained AI network
can then accurately identify data features to its source to allow insight into the mechanical and design properties that cause
the features.

This paper evaluates this approach using data acquired from a six-disc mechanical fault simulator (MFS), as well as
from a software-based signal simulator. The MFS sensor data were acquired with a National Instruments data acquisition
system and analyzed with MATLAB and its Deep Learning Toolbox,[2]. The trained and validated neural networks were
benchmarked with an independent test data set.

Background and Methodology

Dynamic test engineers use orbit plots to analyze the behavior of rotors under operating conditions. They typically do this
using a pair of proximity probes placed 90 degrees apart with respect to the rotation axis. Data are digitally acquired at
high rates and projected as a scatter plot with the data from one channel projecting along the X-axis and the other channel
projecting along the Y-axis. The resulting imagery is interpreted for rotor behavior.

A single axis of sensors are sometimes used to monitor clearances, or general-purpose accelerometers are used for
vibration monitoring. In these cases, a secondary set of channels, placed 90 degrees with respect to the first set, is not
available. If the rotating article is behaving as a symmetrically mounted rigid body, then a synthesized secondary channel
can be approximated from the primary sensor to facilitate the creation of a 2D map. There are two straightforward methods
for simulating a second sensor channel positioned 90 degrees from the first sensor.
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The first method is to take the primary data and duplicate it for the second sensor data, then shift the number of samples to
represent 90 degrees of rotation. This is referred to as the “shifted-data” method. This approach is computationally efficient
but has two drawbacks. The first is that the fidelity of the shift is limited to discrete samples. Thus, the angular precision
is unlikely to produce a perfect 90-degree shift because the sample rate multiplied by 1/4 may not equate to 90 degrees
of samples. This error is somewhat minimized by higher sample rates. The second deficiency is for cases in which the
rotational speed is changing. The shifted number of samples will change periodically, and the result is a significant change
to the resulting orbit plot.

The second method of simulating the second sensor channel is to use the derivative of the primary channel data. This
approach works well for signals that are not overly sampled at a high rate because the differential will not be as noticeable.
The prominent advantage is speed variations in the test article cause minimal effect, to the differential. While the derivative
utilizes negligible processing power, and the difference calculation where the delta amount between each sample is calculated
can be a suitable substitute. MATLAB has such a function called “diff”, used for synthesizing the second channel of data,
and it is referred to as the “derivative-diff” method.

The basis of this approach is best illustrated in Figure 1, wherein two sensors are located 90 degrees apart along the
rotational axis of a rotating body, where ? defines the angle and direction of rotation. If the body is rigid and simple, then
the signal picked up by the two sensors will be separated by 90 degrees and will each be a sinusoid. One sensor can be
approximated by the sine of the angle of rotation and the other by the cosine of the angle, wherein the cosine is also the
first derivative of the sine. Therefore, as shown the figure below, the sensor at 12 o’clock can be approximated by taking the
derivative of the sensor at the 3 o’clock, and for a sampled system, shifting it by the number of samples associated with a
1/4 rotation of the body.

Fig. 1 Relationship of sensor position of a rotating body. Recall that the cosine is the derivative of the sine, which is also a
1/4 of the samples for one revolution.

Mechanical Fault Simulator

Figure 2 shows a mechanical fault simulator (MFS), including two main components: the driver and shaft assembly. A
250W (1/3 hp) induction motor drives the shaft from 0–66.5 Hz (0–4,000 rpm) via a lightweight aluminum precision flexible
shaft coupling. The AISI 1060 shaft is supported by grease-lubricated clamp-on collar ball bearings with a nominal support
distance of 0.7 m (28.5 in) and a shaft diameter of 12.7 mm (0.5 in.). Six 6061 aluminum balance discs are secured to the
shaft, each with two keyless bushings. Each disc includes two balancing planes with 70 equally spaced bolt holes along the
face of the disc for installing balancing weights. Eddy current proximity probes are in the horizontal and vertical orientations
measuring the displacement at each disc. The acquisition system collected data at a sample rate of 16,384 samples/s.

The intent of this test rig was to create distinctly different sensor signatures and evaluate the performance of the deep
learning algorithm. Therefore, data were collected at different mode shapes of the machine. When a rotating machine passes
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Fig. 2 Mechanical fault simulator (MFS): (1) motor, (2) VFD, (3) coupling, (4) shaft, (5) balancing wheel –qty 6, (6) ball
bearing, (7) accelerometer, (8) proximity probe, (9) proximity probe mount (10) bearing pedestal, (11) rubber support, (12)
keyless bushing.

through a natural frequency, the rotor operates in a different mode (i.e., the motion along the shaft is different) and thus
a different signature will be obtained. For this test rig, the first natural frequency is a cylindrical (i.e., bounce) mode, the
second natural frequency is a conical mode, and the third natural frequency is the first bending mode. (See Figure 1. 3 in ref
[3], for a visual of the physical mode shapes.)

Fig. 3 Cross-sectional view of the rotor assembly, including the balancing planes (1a–6b), coupler, and driver. Each bal-
ancing wheel has two balancing planes spaced by approximately 2 in. where 2-56 size bolts were installed to balance the
machine.

Additionally, each response signature was affected by the balancing discs, which had the three following configurations:
(a) no alterations, (b) a single strip of aluminum tape, simulating a jump in amplitude once per revolution, and (c) 24
engraved lines simulating a drop in signal 24 times per revolution (Figure 4). The MFS provides 16 channels of data,
including a tachometer, three accelerometers, and 12 proximity sensors. Three of the proximity sensors were tested at three
different speeds, including 523 RPM (8.7 Hz), 1,300 RPM (21.6 Hz), and 4,386 RPM (73.1 Hz). The response described
above for each type of balance wheel is shown in Table 1 below.
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Fig. 4 Each balancing disc was black anodized in three patterns including blocking the signal of the proxy probe: (a) no
distortion: third disc; (b) single piece of aluminum tape: fourth disc; (c) 40 inscribed lines: first and sixth disc.

Table 1 Orbit plots for the three different balance disc configurations at each natural frequency.

Data Preparation Process

Orbit plots were made using 10,000 data points, an image 368 x 598 px, and a plot character size of 15. These plots were
reduced to 100 x 100 px PNG files, in gray scale with no axes annotation. One hundred deep learning iterations were used
to obtain a comprehensive evaluation of the network training, and each deep learning session used a randomly chosen set of
orbit plots for training. Of these orbit plots a few were set aside for testing the neural network. Each iteration was scored for
training and testing accuracy. The stochastic gradient descent with momentum (SGDM) algorithm was used in all test cases
for the simple convolutional neural network.



System Identification of Data from Rotating Machinery Using Deep Learning Network Training 15

Simulated Data

The testing accuracy is defined as the ability of the trained network to recognize data from the same source as train-
ing/validation data. Simply put, this is similar to a face identifier but instead of a face, it identifies a simple 1D data sequence
from a rotating machine. The unique features of the machine and its characteristics can be used as identification, similar to
a fingerprint.

During early testing, it was observed that the training and testing of the neural network did not score above a 95% accu-
racy rate. It is theorized that systematic common mode data features from the MFS were contained in all the measurements
and the training process could not fully differentiate between the channels. Therefore, a signal simulator was developed to
produce a secondary set of data specifically for the deep learning process combining a weighted sum of a sinusoid signal
and its first three harmonics, random noise, and a glitch generator. The amplitudes of all component signals were randomly
set, within constraints, such that the resulting signals were all unique and produced a total of 100 signal combinations and
160 orbit plots for each signal combination.

Results

Three cases were compared to test the accuracy of the neural network to identify the data source. Both methods of 2D
mapping were used which included the following cases: (1) using all sixteen channels from the MFS for all three speed
conditions, (2) using only the higher-speed case for the MFS and omitting two of the accelerometers and one proximity
sensor that provided marginal measurements, and (3) using 100 test cases from the signal simulator. Figure 5 reports the
final accuracy results for the three test cases and includes the shifted-data and derivative-diff data mapping methods. The
three test cases are the MFS data, MFS reduced data, and simulated data shown in Figure 5.

Fig. 5 Trained network accuracy for three test cases.
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For the three cases, the plots show that the deep learning model performed accurately with the separately stored test data
that was set aside. There are systematic features common to all the sensor channels so the real data performance could have
been improved if it had originated from separate machines. Recall that the MFS data is all from the same rotating device. The
simulated data on the other hand is independent of a physical device, hence lacks shared common characteristics associated
with a physical device In all situations where the testing data shared common characteristics, the training accuracy reported
by the deep learning model was poor. The training accuracy can serve as guidance for when not to use a neural network
solution. For completeness, the poorer scoring accuracies are included herein but would most likely not be included in a
real-world implementation.

The reduced set excludes the proximity probe channels that were malfunctioning. The simulated data was created by
a signal generator model, with random noise and glitch features that were applied in such a way as to make the resulting
data unique. The relationship in time and magnitude for the signals, noise and glitch characteristics were all randomly set.
Because the simulated data was more unique and did not contain common features, it scored with a better accuracy

When testing the neural network against data it has never seen before, the results had high accuracy, mostly above 90%.
For the first plot, there were data with an accuracy below 10%. What this means is that most of the proximity sensor data
was accurately identified by the network by 90%, but there were around 3 bad channels that scored very poorly (like 10%
accuracy success). For the reduced set, the middle plot, the data from the faulty proximity sensors were removed, which
improved the middle plot with an accuracy of 95+% for all channels. Then for the last case with the simulated data, the
results obtained were similar to the reduced set. All the simulated cases were accurately identified 96+% of the time.

Conclusion

By using a simple 2D mapping scheme for single-channel cyclic data, convolutional neural network trained with SGDM
was able to train yield good data recognition results. The testing accuracy was typically above 94% for data produced from
multiple sensors on the same rotating machine. The testing accuracy distribution changed but remained similar when several
poorly performing channels were removed. For simulated data, the testing accuracy was above 96% for all test cases and
conditions, including displacement measurements from the test rig. The neural network could accurately predict the source of
data from a given set of sources at an accuracy of 94% or more. It is believed that the data from the MFS had common mode
characteristics, or features, on all channels, thereby making it difficult for the deep learning algorithm to fully differentiate
between each channel.

Opportunities for practical applications for this approach include machine diagnostics and performance optimization
of rotating machines and engines. Two examples of using this method to diagnose machinery include fault conditions and
engine tuning. Fault conditions could be characterized for a class of machines and then neural networks could be trained on
the data. The resulting trained and validated neural network could then process and compare newly acquired data from other
machines to determine if the systematic characteristics match. For engine tuning, data from an optimally tuned engine could
be used to train a neural network to then analyze data acquired on other engines and determine whether optimal tuning was
achieved.
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Chapter 3Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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Towards PEAR: a Benchmark Dataset for Population-based
SHM

Connor O’Higgins, David Hester, Keith Worden, and Daniel S. Brennan

Abstract Population-based Structural Health Monitoring (PBSHM) is a developing approach in Structural Health Moni-
toring (SHM) that leverages data from multiple structure’s to enhance the understanding of an individual structures health.
Where traditional SHM utilises only a single structure’s data, PBSHM utilises the collective knowledge from a population
of structures. A pivotal component for facilitating the aforementioned collective knowledge is transfer learning: the ability
to infer knowledge from a source structure to a target structure within the population. To ensure the transferred knowledge
enhances rather than hinders the target structure, a degree of structural similarity is first established.

Both sub procedures of PBSHM require robust data modelling, which in turn requires substantial amounts of high-quality
data; something that with PBSHM in its infancy is not openly available for researchers to benchmark algorithms against. In
this study, the aim is to address this data shortfall of PBSHM by developing a comprehensive dataset of semi-realistic bridge
models. This dataset is intended to serve as a test bed for developing, benchmarking, and validating PBSHM algorithms,
particularly focussing in on the necessitated data for similarity metrics and transfer-learning techniques. Subsequently, it is
explored how the proposed dataset can be expanded to include additional structures and discuss the potential applications of
the dataset in advancing PBSHM research.

Keywords Population-based structural health monitoring · Benchmark dataset · Irreducible element model · Bridges ·
Machine learning

Introduction

In structural health monitoring (SHM), the availability of benchmark datasets, like the S101 [1] and Z24 [2] bridge datasets,
have been instrumental in advancing the field. These datasets provide researchers with a common platform to test, validate,
and compare the performance of new SHM methods and algorithms. However, in the emerging field of PBSHM, no such
benchmark datasets currently exist. This is partly because of the relatively recent development of PBSHM, but also in part
because any PBSHM benchmark dataset would inherently require data from multiple structures to form a population, thus
gathering such a dataset is inevitably more complex.

As a potential solution to this problem, this paper proposes the curation of PBSHM dataset consisting of synthetic
structures based on real-world engineering principles: Population-based SHM Engineered Asset Resource (PEAR). The
aforementioned PEAR dataset will serve as the benchmark for future research to be evaluated against within the PBSHM
community. The breadth of knowledge required to generate synthetic structures across the range of PBSHM structure is
vast; therefore, the goal of this paper is not to create an immutable dataset, rather establish the fundamentals required to
facilitate an evolutionary approach to including new structures and associated data within the dataset. To provide an initial
set of structures, this paper uses beam-and-slab bridges.
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This paper follows the following flow: firstly an overview of PBSHM is given with details on existing databases, schemas,
and benchmark datasets, thus motivating this work. The next section outlines the design process for both the overall dataset
and the individual sub-datasets contained within, detailing the key requirements for ensuring that the dataset can become
an effective benchmarking tool for the community. After the description of the dataset, a detailed example of the first stage
in developing a sub-dataset is presented, including the procedures used to design realistic structures for the sub-dataset and
the outputs required for inclusion in a PBSHM database. Finally, the conclusions are presented to explore considerations
regarding the current dataset, its future expansion, and the potential paths for further development to enhance its utility in
PBSHM research.

Background

Population-Based Structural Health Monitoring (PBSHM) focusses on the analysis of data from multiple structures within
a related population, providing valuable insights into both the population as a whole and individual structures within it [3].
Unlike traditional Structural Health Monitoring (SHM) methods that concentrate on a single structure, PBSHM allows for
the application of methods such as transfer learning. Transfer learning involves applying knowledge gained from one task
to improve performance on a different but related task. Instead of starting from scratch with each new task, models trained
on one structure can be adapted for use on others, leveraging shared knowledge to enhance the accuracy of a given model.
However, for transfer learning to be effective in the context of PBSHM, it is crucial to ensure that structural similarities are
well understood to avoid negative transfer. To address this, Irreducible Element (IE) models, combined with graph-based
approaches, play a key role in identifying structural similarities and variations.

This framework of finding similarities between the structures to inform where transfer learning is appropriate mitigates
the risks of negative transfer. Further foundational details on PBSHM can be found in works such as [4, 5, 6, 7]. One of the
main challenges in the emerging field of PBSHM is the scarcity of data for similar populations of structures. This has been
addressed in several studies where [8] collected data from four beam-and-slab bridges and two pedestrian footbridges. [9]
and [10] simulated a population of 10 degrees of freedom and toy structures to validate a PBSHM transfer-learning method
and a graph-matching algorithm, respectively. It is believed that PBSHM benchmark datasets would aid in the development
of PBSHM research. These datasets will play a part in developing and validating PBSHM methods.

PEAR Foundations

The premise behind the Population-based SHM Engineered Asset Resource (PEAR) dataset, is to provide a set of known
reference data to enable PBSHM algorithms to be developed, evaluated, and validated against. As alluded to in the previous
sections of this paper, building a dataset to cover the full remit of potential PBSHM algorithms and applications is no trivial
task; therefore, this goal will need to be achieved over time via multiple expansions and iterations to PEAR. As such it would
be naive to believe that all of these expansions and iterations to PEAR will be done by the authors of this paper; consequently,
the first portion of this paper will be focussed on setting a list of requirements, structures, and stages necessitated to enable
growth of PEAR by the PBSHM community.

PEAR foundations: requirements
The purpose of the requirement’s section of the PEAR Foundations is to provide a guide for the type of data that should be
included within PEAR.

Requirement 1: A key requirement for the dataset is that it should be suitable as a testbed for both current and emerging
PBSHM methods and techniques. This includes facilitating the development and evaluation of approaches such as transfer
learning, which allows for the application of knowledge from one structure to another within a population. The dataset
should support the comparison of structures via similarity metrics such as IE models and graph-matching algorithms, as this
is a vital step in the transfer of knowledge between structures. The dataset should also be well-suited for the application of
various machine learning methods, providing a source of data for training and validating machine-learning models.

Requirement 2: The dataset should be searchable, allowing users to find and extract subsets of the data easily. This func-
tionality is aimed at making the database more user-friendly, enabling researchers to focus on specific types of structures
or specific structure configurations relevant to their studies. To meet this requirement, the dataset must be properly indexed,
ensuring that all relevant variables, such as structure type or number of spans (for bridge structures), can be queried and
filtered from the database.
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Requirement 3: The methods used to design the structures in the dataset should be clear, transparent, and, where possible,
rooted in real-world structural design practices; this ensures that the generated structures are representative of real-world
structures. Additionally, the variations in the structures, such as span lengths for brides, beam sizes, and deck thicknesses,
should reflect the diversity found in actual structures, or in the case of the dataset described in this paper, in real-world bridge
stocks.

Requirement 4: Since the inception of PBSHM, it has been understood that providing a shared-data domain for which
PBSHM data resides, is crucial in seeing wide-scale adoption of the technology. The recently-published work by Brennan
et al. [7] introduce the PBSHM schema as the domain in which the PBSHM data gets regulated into the same standardised
data form. As such, the dataset will store its data in the PBSHM schema format and any additions to the dataset will have to
adhere to this. If there is not an area within the PBSHM schema to store the relevant data, a new extension to the PBSHM
Schema must be proposed and included within the next update.

PEAR foundations: structure

Designing the dataset’s structure is important to ensure effective data retrieval and utilisation. A well-structured dataset will
facilitate users to quickly access the specific data they need, making it easier to perform tasks with the datasets and subsets
of the data. The purpose of the structure section within the PEAR Foundations, is to not only organise the dataset’s data
into a logical order for easy retrieval of data, but to also facilitate the required expansion of new data within the dataset,
without invalidating any existing dataset data. Figure 1 depicts the four hierarchical categorisations of data within PEAR:
root category, subtype, parameter set, and scenario. To best explain how these categories interact with each other, the example
of a file system will be used.

Root Category

Subtype

Parameter Set

Scenario

Fig. 1 The hierarchical structure of the PEAR dataset.

At the root of the filesystem, there will be a ‘PEAR’ folder. Within the ‘PEAR’ folder there will be a folder for every
‘root category’. Inside each ‘root category’ folder there will be a folder for every ‘subtype’. Inside the ‘subtype’ folders will
be a folder for every ‘parameter set’. Inside a ‘parameter set’ folder their will be the first occurance of PBSHM data within
the filesystem. The ‘parameter set’ folder will include a description file which outlines the allowable variations within the
hyperparameters for that ‘parameter set’. Additionally, Stage 0 and Stage 1 data files — see the following sections for details
— will also be stored within this folder. Within the ‘parameter set’ folder there will also be folders for each ‘scenario’. Inside
the ‘scenario’ folder will be Stage 2+ data files — again see the following section for details.

A ‘root category’ would be any category of structure which would normally not be categorised with another, for instance
two root categories could be aeroplane and bridge. A ‘subtype’ would be a categorisation within a ‘root category’ to differ-
entiate purpose or style, for instance within the aeroplane ‘root category’ one could have two ‘subtypes’ of narrow-body and
wide-body. Conversely, within the bridge ‘root category’ one could have ‘subtypes’ of truss and suspension. The ‘parameter
set’ is a named group of hyperparameters within the subtype to generate the Stage 0 and Stage 1 data files. These hyperpa-
rameters are specific to the ‘subtype’ and enable different values of the ‘subtype’ hyperparameters to generate unique Stage
0 and Stage 1 data. The ‘scenario’ is a named group of action(s) performed on the Stage 1 data of the ‘parameter set’ to
generate Stage 2+ PBSHM data.

During the initial planning for PEAR, three initial ‘root categories’ of structures were identified for inclusion within
the dataset: bridges, masts, and wind turbines. Figure 2 shows the initial dataset hierarchy using the PEAR Foundations
structure.
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PEAR
1. Bridges

1.1 Beam and slab
1.2 Ladder deck
1.3 Truss

2. Wind turbines
2.1 Monopole

3. Masts
3.1 Lattice tower
3.2 High guided
3.3 Monopole

Fig. 2 The initial ‘root categories’ and ‘subtypes’ for PEAR

PEAR foundations: stages

As discussed, PEAR has been designed from the ground up to mutate over time via iterations and expansion of the data
included within. The purpose of the stage’s section within the PEAR Foundations is to provide known ‘save points’ within
the dataset to facilitate collaboration across the multidisciplinary areas of knowledge within PBSHM. The PEAR dataset
by necessity, must contain data for both the ‘similarities’ portion of PBSHM, but also the knowledge transfer portion of
PBSHM; therefore, it must be a supported workflow to have one team design and build the IE models (Stage 1 data) within
the dataset, and another team to then build the simulations to generate Stage 2+ data. To support this distributed workflow,
each stage must therefore only rely upon data being available from the previous stage, for instance a Stage 2 data process,
must only rely upon the data being present for Stages 0 and Stage 1.

For a sub-dataset to be included in PEAR, the minimum requirement is the ‘parameter set’ description file, and a com-
pletion of Stage 0 & 1. Once a dataset is produced, it is given a reference within PEAR. Once this reference has been
produced, the individual structures within that sub-dataset will remain unchanged to ensure consistency and reproducibility
of results. The specific subcategories for Stage 2+ are not rigidly defined, providing researchers the freedom to choose the
most appropriate structural responses for their research.

The stages described below are designed to be generic and applicable to all sub-datasets regardless of the ‘root category’
and ‘subtype’.

Stage 0: Structure Design. In this initial stage, realistic structures are designed with pseudo-random properties from the
range of hyperparameters set within the ‘parameter set’. A Structural Information (SI) model and structural report are pro-
duced for each generated structure. The report provides a detailed description of the structure in a human-interpretable way,
and the SI model provides a computer-interpretable way for indexing and querying each structure included within the dataset.
A ‘parameter set’ with only Stage 0 models is not a valid ‘save point’; a Stage 0 model must always be accompanied by an
associated Stage 1 model to be a valid ‘save point’.

Stage 1: IE Models. In this stage, IE models are generated for each SI model present within the ‘parameter set’. Depending
upon the hyperparameters set within the ‘parameter set’, this may include generating detailed IE models, Canonical Form
IE models, or any future IE model type yet to be declared. This is the first stage where a process may stop, and multiple
independent processes continue to generate Stage 2+ data.

Stage 2+ Scenario Data. Using the data from Stage 0 and Stage 1, a simulated scenario can then be run on the generated
IE models. How this scenario is simulated is outside the purview of the PEAR Foundations; however, the response from
the simulation must be saved back into the PEAR dataset as a valid PBSHM Schema document. Possible, but not limited to
scenarios are: static load displacements, natural frequencies, mode shapes, and frequency response functions. A scenario is
not limited to treating the structure from the associated IE model as a ‘healthy’ structure, a scenario may introduce ‘damage’
into the model before performing its simulation and saving the response back into a PBSHM Schema document.
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Populating PEAR

In this section of the paper, we look at how to populate PEAR with its first initial sub-dataset to the minimum stages defined
above: a beam and slab bridge sub-dataset to Stage 1. For this example, the ‘root category’ is stated to be ‘bridges’ with
a ‘subtype’ within that ‘root category’ of ‘beam-and-slab’. This will first start by providing a definition and description
of their general form. The procedures used to design a semi-realistic beam and slab bridge model for our sub-dataset will
then be presented, ensuring these models are representative of real-world structures. Where appropriate, the decisions made
during the design process will be explained with reference to established principles from bridge engineering. This will help
clarify how the models are rooted in practical engineering knowledge and the balance one has taken between realism and the
constraints imposed by the simulation of thousands of structures.

Beam-and-slab bridges were selected for the initial sub-dataset test structure because of their prevalence, particularly
within the UK. Beam-and-slab bridges are one of the most common forms of concrete highway bridge construction as they
offer a straightforward and economic bridge solution, with readily-available standard sections and a relatively high speed of
construction. Their simplicity in design and construction makes them ideal candidates for this study, especially since their
widespread use means there are well-established design rules to guide the design of these structures. These design rules
allow one to create realistic structures that are grounded in practical engineering while ensuring consistency and reliability
across the dataset.

Populating PEAR: general from
The general form of a beam-and-slab bridge consists of precast concrete beams that serve as the primary structural compo-
nents of the bridge. These beams are typically lifted into place, where they are supported by piers or abutments that have
been constructed in advance. Once the beams are positioned, an in situ concrete deck is poured over them to form the main
deck of the bridge.

Below are the main components and a brief description of a typical beam and slab bridge:

1. Precast Prestressed Bridge Beams: These are the primary load-bearing components of the bridge. Precast off-site and
prestressed to increase their load-carrying capacity, these beams are designed to resist the main traffic loads of the
bridge.

2. Reinforced Concrete Deck: The reinforced concrete deck is poured in situ on top of the precast beams, forming the
main surface of the bridge. Reinforcement bars are embedded within the concrete for strength.

3. Diaphragm: The diaphragm is a transverse structural element placed between the bridge beams. Its primary function
is to distribute loads evenly across the bridge and provide lateral stability, and help transfer load to the supporting
structure of the bridge.

4. Columns: Columns are vertical structural supports that transfer the load from the bridge deck and beams down to the
foundation.

Populating PEAR: variables
This section will outline the structural variations that will be modelled within the beam and slab bridge sub-dataset, and will
describe the key variables that will be adjusted from one bridge model to another, such as beam dimensions, span lengths,
and deck thickness. The procedure employed to ensure that these variations result in semi-realistic bridge models will also
be outlined. By randomly varying these parameters, the aim is to reflect a range of real-world scenarios while maintaining
a level of consistency and realism that supports the effective evaluation of PBSHM methodologies. This approach will help
ensure that the dataset provides a robust testbed for examining the performance of transfer learning techniques and other
PBSHM methods across diverse bridge configurations. The variables are categorised into two main groups:

• General Bridge Variables: These include aspects that affect the overall bridge configuration and performance, such
as number of spans, width of bridge and material properties. The procedures for selecting these variables ensure that
each bridge model reflects realistic scenarios that may be found in the real world.

• Element Geometry Variables: This category covers the specific dimensions and geometrical features of individual
bridge elements, such as beam dimensions and diaphragm heights. The procedures for these variables involve selecting
specific element geometries that would be suitable so that the bridge can support the typical traffic loads that would
be encountered.
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Some variables are selected randomly from a predefined list, such as the number of spans and deck thickness. Other
variables are dependent on prior selections, for instance, the diaphragm height, which is set to match the height of the
primary beam. Additionally, certain variables, such as the geometric properties of the bridge beams, are selected from
appropriate manufacturer technical documents. For this work, the Shay Murtagh Technical Manual [11] was used, although
any equivalent design guide could be substituted. A detailed description of each variable and the procedure used to select
them can be found in Table 1, located in Appendix A.

Populating PEAR: outputs
For each bridge, a short report will detail all the key properties, including both General Bridge Variables and Element
Geometry Variables. This report will also include drawings of the bridge structure. The individual structure reports are
designed to provide users of the dataset with a quick overview of each beam and slab bridge structure. These reports contain
the bridge details for each structure in a standard table. An example of the table included in each of the reports is given
below. Each report also includes a set of standardised bridge drawings that show the general arrangement of the main
structural elements for each bridge. The drawings include:

• Cross-Section Through the Deck: shows the arrangement of the main bridge beams and deck slab
• Cross-Section Through the Support: shows the arrangement of the bridge beams, diaphragms, and columns if included

in the structure.
• Elevation of the Bridge: The elevation provides a side view of the bridge, showing the overall span arrangement.
• Plan of the Bridge Showing the Superstructure: This top-down view showing the arrangement of the bridge beams and

diaphragms.

Individual Structure Reports
The individual structure reports are designed to provide users of the dataset with a quick overview of each beam-and-slab
bridge structure. These reports contain the bridge details for each structure in a standard table. An example of the table
included in each of the reports is included within the appendices.

Each report also includes a set of standardised bridge drawings that show the general arrangement of the main structural
elements for each bridge. Figure 3 shows an example of the bridge drawings included in the reports.

Fig. 3 Example of bridge drawings, cross-section through deck



Towards PEAR: a Benchmark Dataset for Population-based SHM 23

Structural Information Models
Each bridge will be accompanied by a Structural Information (SI) model that contains all the bridge’s properties in a format
compatible with the dataset’s database (JSON format), allowing for efficient data retrieval about the individual structures. The
SI models contain all the necessary data to describe each beam-and-slab bridge structure fully. These models are stored in
JSON format, to allow easy integration into the broader PBSHM Framework. The use of JSON ensures that the information
models can be efficiently stored and queried by the framework. Each Structural Information model contains a comprehensive
set of data points, covering both general bridge variables and element geometry variables; this includes details such as span
lengths, beam dimensions, deck thickness, and material properties. The structured nature of these models allows users to
obtain all relevant information about a bridge in a single, easily interpretable file. Beyond serving as a detailed record for
each structure, the SI models will be used for database integration. Users can leverage the information models to filter and
identify specific subsets of bridges based on defined criteria, such as finding all bridges with a certain number of spans or
selecting bridges with specific material properties. This capability ensures that the dataset is flexible and can be adapted for
various PBSHM research tasks.

Dataset Statistics
The dataset statistics are designed to provide an overview of the beam and slab bridge structures included in the dataset.
These statistics offer insights into the distribution of key variables across the dataset, allowing users to better understand
the variability of the generated structures. The primary focus of the statistics is on the distributions of the bridge variables,
such as the number of spans, beam dimensions, deck thickness, and material properties. For instance, one important statistic
is the distribution of the number of spans in the dataset, which provides information on the range of bridge configurations
included in the dataset. In addition to providing an overview, the dataset statistics also aid in validating the design process.
For variables that are randomly selected from a defined set of values, the statistics can help confirm that the variable has the
expected distribution. For example, if a variable such as span length is randomly chosen from a predefined set of values,
the resulting distribution in the dataset should be roughly even; this ensures that no unintended biases have been introduced
during the generation of the bridge models. Other variables that are dependent on other factors are expected to have different
distributions. Figure 4 gives an example of the distribution of number of spans and number of primary beams from a dataset
that contains one thousand structures.

Fig. 4 Example of dataset statistics, number of spans and number of primary beams
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Conclusion

In this work, the foundations have been laid for the PEAR benchmark PBSHM dataset by defining its core requirements,
structure, and stages. By establishing a structured approach to creating sub-datasets, starting with beam-and-slab bridges
presented in this work, the aim is to ensure consistency in the structures and structures that are grounded in sound engineering
design practice.

For the future development of this work, the next step involves extending the process outlined in this paper to other types
of bridges, such as ladder-deck and truss bridges, as well as to masts and wind turbine structures. Once the initial PEAR
dataset is populated, researchers will have the opportunity to suggest or develop additional types of structures or perform
new structural simulations on existing datasets, with the aim of enhancing the datasets for their particular research needs.

The potential use of PEAR in the development of PBSHM methods is widespread. It can be used to train and validate
machine-learning algorithms, develop transfer-learning methods, and evaluate their performance across different structure
types. Although developed with PBSHM as a focus, PEAR should be equally suited for the development and validation of
traditional SHM methods; this potential may be investigated in a future piece of work.

Via continued expansion and refinement of the work presented here, it is hoped that PEAR will serve as a valuable tool
for advancing PBSHM research.
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Appendices

Table 1 The available hyperparameters within the proposed 1.1 dataset.

Parameter Description Selection process
Number of spans Total number of bridge spans Spans for beam and slab bridges are typically between 1

and 5 spans, so the number of spans is randomly selected
from this range.
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Length of spans Individual length of each span of
the bridge

The maximum length of the span is dictated by the bridge
beams and what they are rated for. The other considera-
tion is that the length of span for a given bridge is typical
of a similar length. E.g. you don’t typically have a 5 m
span and a 50 m span in the same bridge. The maximum
variation of spans is set to be 70%

Number of primary
beams

The number of primary bridge
beams across the width of the
bridge

This is dictated by the width of the deck and the recom-
mended spacing of the bridge beams

Width of deck The width of the bridge deck The overall approximate size of the deck is randomly
chosen between 6 m and 20 m. This range accommodated
typical roads ranging from a single carriage to a 4-lane
motorway with a hard shoulder lane. The final specific
width of the road may be adjusted to fit into the recom-
mended spacing of the bridge beams.

Thickness of deck The thickness of the reinforced
concrete deck

The thickness of the deck is randomly chosen from 0.15
m to 0.3 m as this would be the typical thickness of a deck
in a beam and slab bridge.

Beam centre to centre The centre to centre distance be-
tween the primary bridge beams

This is taken from the bridge beam technical manual.

Column ends Binary variable: are there columns
located at each end of the bridge

Randomly chosen to have or not have columns at the two
ends of the bridge.

Column middle Binary variable: are there columns
located at the intermediary sup-
ports of the Bridge

Columns were randomly chosen to have or not have at
the intermediate supports of the bridge. However, if the
structure has columns at the ends and is greater than one
span, then ’Column middle’ is set to 1.

Column number The number of columns (if
present) per support of the bridge

The number of columns is chosen randomly (if present)
from 2 (the minimum needed to provide support) to the
number of primary beams. The columns are typically
used to support the primary beams of the structure.

Column height The height of the columns (if
present)

The height of the columns is randomly chosen from 5
m to 8 m (0.5 increments). This height is the minimum
required, as stated by UK government standards, and the
maximum is chosen to be a sensible upper limit that a
typical bridge would have.

Column diameter The Diameter of the columns (if
present)

Randomly chosen to be between 0.5 m and 1.0 m in 0.1
m increments.

Diaphragm height The height of the diaphragm This is the depth of the primary beam so that the
diaphragm lies between the deck and the top of the
columns.

Primary beam geome-
try

The bridge beam reference that
defined the cross-sectional geom-
etry of the primary Beams

The primary beam geometry is decided by starting with
a list of all the most common bridge beam types, elimi-
nating any that would not be suitable for the larger span
length and bridge width and then randomly choosing
from the remaining allowable bridge beams.

Edge beam geometry The bridge beam reference that
defined the cross-sectional geom-
etry of the edge beams (if different
from the primary beams)

Some of the bridge beams require different geometry for
the two outer edge beams. If this is the case, each pri-
mary beam that needs a different edge beam will have a
complementary edge beam, which is selected as required.

Diaphragm width The width of the diaphragm Random between 0.8 m and 1.6 m because this is the typ-
ical width of diaphragms.





Chapter 4Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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The Use of Machine Learning in Improved Hydrostatic Load
Prediction for Inland Waterways Navigation Infrastructure

Mayank Chadha, Ying Zhao, Zhen Hu, and Michael D. Todd

Abstract The miter gate structure is a crucial infrastructure component that regulates waterway traffic and, therefore, can
benefit from continuous health monitoring. Our past effort to build a decision-support digital twin of the miter gate structure
requires creating a high-fidelity finite element model and its equivalent digital surrogate, capable of modeling the lifecycle
of the structure. The primary loading that the miter gate is subjected to includes the upstream and downstream hydrostatic
head. Therefore, the damage state of the miter gate depends on the operations of the gate (how many times the gate is opened
and closed) as well as the river discharge. In our previous work, we assumed a statistical model to capture the water heads.
However, better prognostics of the gate demand better knowledge of future river discharge. Traditional river routing meth-
ods are constrained by numerous assumptions and often result in noisy forecasts that diverge from true gauged values. We
propose hybrid river discharge forecast models that integrate physics-based prediction models with state-of-the-art machine
learning techniques. The proposed hybrid models leverage runoff data from the entire watershed, address the variability
of the currently used traditional physics-based model predictions, and utilize advanced data-driven algorithms to forecast
river discharge. This integration not only enhances the precision of discharge forecasts but also significantly improves the
decision-support systems for miter gate structures and other real-world problems that require discharge forecasts.

Keywords Physics-Enhanced Machine Learning · Miter Gates · Hybrid Modeling · Lifecycle Management

Introduction

Our ongoing research efforts in lifecycle asset management focus on river-related assets, primarily dams and miter gates
[1–2]. The goal is to build a comprehensive structural model that is capable of (a) simulating the lifecycle of the structure
while considering uncertainties in loading; (b) being updated to reflect the current state of the structure, diagnosed using
sensor data obtained through a Structural Health Monitoring (SHM) system (model updating); (c) forecasting the future
state of the structure for an assumed loading time series and determining the remaining useful life (prognostics); and (d)
guiding decision-making regarding the operations and maintenance of the structure.

In the case of river-based structures, such as dams and miter gates, the primary external load is the upstream and down-
stream water head, which is directly connected to the river’s discharge. Therefore, a key aspect of understanding the future
behavior of the structure, albeit probabilistically, is to utilize a reasonable model for the water heads, which, in turn, are
connected to the river discharge. Consequently, it is valuable to develop a more accurate discharge predictive model that
could feed into the comprehensive structural model and help engineers better understand how the structure might behave in
the medium-term future (such as over a year).

In our parallel ongoing research efforts, we have developed better, more reliable, physics-guided, data-driven, and prob-
abilistic river discharge forecast models [3,4]. In this article, we detail the effectiveness of the hybrid discharge forecasting
model and outline potential applications in lifecycle asset modeling and decision-making.
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Hybrid Modeling for River Discharge Forecasting

The National Water Information System (NWIS), operated by the U.S. Geological Survey (USGS), is the primary source of
streamflow data in the United States. However, as of 2023, only 10,996 sites have automated monitoring systems to track
current stream conditions. This is a small fraction considering the U.S. has around 250,000 rivers and over 3.5 million miles
of waterways. The scarcity of discharge measurements from gauged locations makes stream and waterway predictions chal-
lenging. As a result, alternative methods, such as the Routing Application for Parallel Computation of Discharge (RAPID)
model, are often used to estimate flows [5–8].

For this study, we considered building a river discharge prediction model for rivers with available gauge data (true
observations). Readers are referred to Kratzert et al. [9] for methods of dealing with ungauged basins. To develop the
hybrid model for predicting discharge over an extended period, we utilized the following data sources: (a) RAPID historical
discharge predictions for the river of interest (a physics-based approximate model); (b) historical gauge measurement time
series data for the river of interest (true values); and (c) runoff data for all rivers within the specified basin.

We perform three primary data processes on the mentioned datasets: (a) We use the Hanning filter to smoothen RAPID
model predictions; (b) For Nrivers−in−basin numbers of rivers in the basin of interest and Ntotal−days number of days for
which runoff data is available, the dimension of the runoff data is typically very large Nrivers−in−basin ×Ntotal−days. Since
there is a correlation in the runoff of rivers within the same watershed (neighborhood effect), we apply Singular Value
Decomposition (SVD) to reduce the dimensions of the runoff dataset; (c) To further reduce the dimensionality of all three
datasets, we downsample the number of days when the machine learning (ML) method selected for building the hybrid
model deems it necessary.

To build the hybrid ML predictive model, we deployed two different algorithms. The first is Delta Learning, which
involves three major steps: (a) training a surrogate for RAPID that is informed by both past RAPID data and past runoff
data, along with forecasted values for the near future available from Noah-MP; (b) using the true discharge value and
RAPID surrogate outputs to calculate the error (the delta term) in the enhanced-RAPID predictions relative to the true
discharge value; and (c) building an ML model that takes past RAPID data, past runoff data, and future forecasted data to
predict the delta term. The ML models developed in the first and third steps can then be used to make discharge predictions in
a recurrent manner. More details can be found in Section 3.1 of Zhao et al. [4]. The second algorithm is Data Augmentation,
which also involves three steps for training: (a) training a RAPID surrogate similar to the Delta Learning algorithm; (b)
although the RAPID surrogate in the previous step was trained on RAPID and runoff data, we obtain the output time series
using the RAPID surrogate by replacing the past RAPID data with true discharge values, along with the runoff data, yielding
an augmented prediction vector; and (c) finally, using the true discharge data, runoff data, and the augmented prediction
vector from the previous step, we train an ML model capable of directly predicting the gauge measurements. More details
can be found in Section 3.2 of Zhao et al. [4].

The hybrid ML models were implemented in a basin located in Colorado, consisting of 431 watersheds with a river
running through them. Among these 431 watersheds, six have gauges, and these become rivers of interest. Figure 1 illustrates
the prediction results for three of these rivers, built using the GP-NARX and Data Augmentation algorithm.

Fig. 1 Discharge prediction using the hybrid ML models: (left) a case of a river with low discharge; (right) a case of a river
with high discharge.

In addition to GP-NARX, we have also investigated more complex ML methods such as long short-term memory (LSTM)
networks, bidirectional LSTM (Bi-LSTM), and NARX-Net. Readers are referred to Zhao et al. [4] for more details on the
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implementation, results, and comparative performance of the various ML methods. As part of this ongoing effort, we have
also developed the capability to obtain uncertainty bounds in the discharge predictions.

Leveraging Discharge Forecasting Capability to Lifecycle Modeling and Decision-Making

River discharge and gauge height share a direct relationship with the upstream water head (and, by extension, with the down-
stream head controlled by the dam). Forecasting discharge over an extended period allows for the capture of (a) seasonality
in loading (see illustration in Fig. 2); (b) intensity of loading; (c) uncertainty bounds in loading.

In our ongoing research effort, we plan to investigate the use of discharge prediction capabilities in (a) projecting the
behavior of the structure in the near future as part of prognostics and RUL estimation; (b) assisting in modeling seasonality for
the loading model used in Structural Health Monitoring (SHM) system design and lifecycle optimization; and (c) scheduling
operations and maintenance plans. For instance, the seasonality in the discharge, as shown in the figure below, is crucial to
include when simulating the structure’s lifecycle.

Fig. 2 Seasonality in river discharge: (a) river discharge time series; (b) spectrogram of river discharge data showing annual,
semi-annual, and quarterly seasonality.

Other applications in river and asset management include: (a) early warning for flooding and decision-making for dam
and miter gate operations; and (b) providing support for dredging operations.

Conclusion

In this brief article, we discussed different algorithms and machine learning methods that are both physics-based and data-
driven, which can be used to forecast river discharge more accurately than the currently existing physics-based approxima-
tions and for a longer period of time. This capability could have several implications for improving lifecycle simulations
of river-based assets where the loading depends on river discharge. In addition, such predictive models can provide early
warnings for floods and potentially save lives and property by enabling well-informed operational decisions.
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Chapter 5Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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Experimental Analysis to Enable Low-Latency Structural Health
Monitoring for Electronics in High-Rate Dynamic Environ-
ments

Ryan Yount, Trotter Roberts, Jacob Dodson, Adriane Moura, and Austin R.J. Downey

Abstract Electronic assemblies subjected to high-rate dynamic environments offer the potential of increased robustness and
resilience to mechanical loading if integrated with active feedback mechanisms that respond when damage is present in the
system or alter mission outcomes when appropriate. To enable active structural control of electronic assemblies, the rapid
detection of mechanical damage is crucial. This study focuses on monitoring an electronic package under a shock and intro-
duces a method for enhancing the durability of printed circuit boards through onboard frequency-based damage detection.
The experimental setup is comprised of printed circuit boards equipped with representative electronic packages enhanced
with embedded sensing capabilities, subjected to controlled shock tests using a drop tower system. This study details the data
acquisition process, Fast Fourier Transform (FFT) implementation on the electronic assembly, and the algorithmic strategies
for peak detection and response initiation. The frequency-based damage detection system has the capability to increase the
robustness and resilience of systems experiencing shock when combined with a closed-loop control system. In future work,
the electronic assembly will be re-designed to autonomously process the resulting vibration data using an FFT computed
at the edge to identify a change in the critical frequency components associated with potential damage. This work not only
extends the understanding of printed circuit board dynamics under stress but also showcases the practical applications of
embedded signal processing to enable enhanced system durability and reliability.

Keywords PCB · Fast fourier transform · Shock mitigation · Embedded signal processing

Introduction

The ability to rapidly detect structural damage in electronic assemblies exposed to high-rate dynamic events is crucial for
ensuring reliability and longevity [1]. High-rate dynamic events occur frequently in various contexts, including automotive
collisions, and aviation accidents. These high-rate dynamic events, or mechanical shock, are defined as abrupt modifica-
tions in force, position, velocity, or acceleration, which induce transient states in the system [2]. Such shocks can lead to
rapid and unpredictable responses within the structural integrity of components, making it critical to ensure that systems can
recover or adapt in real time. The integration of active feedback mechanisms capable of swiftly detecting and responding to
structural damage plays a pivotal role in enhancing the robustness of such systems. These mechanisms employ a network of
sensors that continuously monitor the system’s state, detecting deviations from normal operation that may indicate damage
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or failure. Upon detecting an anomaly, the system can immediately implement corrective actions—such as adjusting loads,
altering operational parameters, or rerouting energy flows—thereby preventing further damage. This capability not only
mitigates potential failures but also optimizes mission outcomes by adding the possibility of adapting system behavior in
response to detected damage [3]. By adapting the system’s behavior in response to detected damage, these active feedback
mechanisms ensure that mission-critical tasks can continue with minimal interruption. Furthermore, this adaptability reduces
the need for redundant system designs and manual intervention, thereby increasing operational efficiency and prolonging the
system’s lifespan [4]. Electronic packages subjected to shock and vibration must endure rigorous testing to validate their
durability under real-world conditions. A useful approach to enhancing structural health is onboard frequency-based damage
detection [5]. Traditional methods such as accelerometer-based monitoring for Structural Health Monitoring (SHM) have
been extensively studied. Accelerometers are commonly used to capture vibration data and analyze modal characteristics
of Printed Circuit Boards (PCBs) under varying mechanical loads [6]. Studies aimed at investigating how PCBs respond
to mechanical stresses and dynamic forces contribute valuable insights into understanding how to build more robust elec-
tronics [7]. By embedding sensors within PCBs and employing signal processing techniques like Fast Fourier Transforms
(FFTs) [8], it becomes feasible to monitor vibration signatures of electronic assemblies during and after shock events. The
analysis of frequency components allows for the rapid identification of changes indicative of mechanical damage, enabling
response mechanisms to mitigate potential failures.

In shock events, the impact can adversely affect the entire system, highlighting the importance of controlled and re-
peatable testing methodologies. To address this challenge, shock test systems such as drop towers are used, which simulate
abrupt mechanical impacts to evaluate how electronic assemblies withstand sudden forces. These systems provide controlled,
repeatable environments that replicate the dynamic stresses encountered during deployment. Dynamic analysis techniques
have similarly been applied to investigate the behavior of electronic assemblies under mechanical shock loads. For instance,
studies have focused on scenarios such as the dynamic analysis of fixed-fixed beams subjected to mechanical shock, revealing
critical insights into the structural response and potential failure modes under high-rate loading conditions [9]. Furthermore,
the fundamental principles of SHM have been clarified through comprehensive frameworks and theoretical studies. These
include the axioms and foundational concepts that underpin effective SHM practices, guiding the development of robust
monitoring strategies aimed at enhancing the reliability and longevity of electronic systems [10]. For electronic feedback,
resistive circuits have been employed for continuity measurements in electronic assemblies, facilitating real-time assessment
of circuit integrity under dynamic conditions [11]. This method is particularly effective in detecting and diagnosing potential
faults promptly, thereby enhancing the reliability of electronic systems in high-stress environments.

Advancements in edge computing present promising avenues for real-time data processing in SHM applications. Edge
computing architectures enable data analysis closer to the source, which reduces latency [12] and supports timely decision-
making based on monitored parameters [13], particularly in smart electronics applications [14]. This capability is particularly
advantageous in SHM, where rapid responses to dynamic events are critical for preemptive maintenance and operational
efficiency in electronic assemblies.

This study focuses on the development and implementation of a frequency-based damage detection system for electronic
assemblies undergoing shock tests using a drop tower setup. The experimental framework involves equipping PCBs with
embedded sensors capable of acquiring the necessary vibration data. An FFT algorithm is employed to extract critical
frequency components associated with structural integrity, facilitating rapid assessment of damage. Key aspects of this
research include a detailed description of the data acquisition process, the implementation of FFTs on the acquired data,
and the algorithmic strategies for peak detection and initiation of response actions. The contribution of this work is the
advancement our understanding of PCB dynamics under shock-induced mechanical stresses and introducing the application
of embedded signal processing for enhancing durability. This study also contributes to the broader field of structural health
monitoring in electronic assemblies. While this study focuses on frequency-based damage detection, the next step will
involve developing edge computing frameworks to implement these processes in real-time.

Methodology

To determine the expected modal frequencies of the PCBs under investigation, vibrational simulations were conducted using
finite element analysis software. The geometry and boundary conditions used in the simulation are provided in Figure 1.
For this experiment, a 5.5 inch PCB was clamped with a pseudo-fixity setup. Since the clamp extended 0.5 inches and was
positioned 0.5 inches from the board’s edge to provide space for data acquisition wiring, the effective length of the PCB
measured from the edge of the clamp to the opposite edge of the board was determined to be 4.5 inches.

The simulations were performed with and without the additional mass attached to the board, aiming to understand the
impact of the mass on the board’s vibrational characteristics. A frequency analysis was performed to identify the natural
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Fig. 1 a. PCB configured in the test setup b. Geometry and boundary conditions created for simulation of the PCB.

frequencies and mode shapes of the PCB as shown in Figure 2. The material properties used in the simulations are shown
in Table 1. This analysis was useful in determining expected outcomes for how the board will respond to mechanical shock
and the resulting vibrations.

Table 1 Material properties used in the simulations of the PCB

Material Density (lb/ft3) Young’s Modulus (psi) Poisson Ratio
FR4 118.64 2,697,707 0.2

Fig. 2 Simulation results showcasing the mode shapes and frequencies with and without the mass attached.

Notably, the first mode, which is of primary interest in this study, exhibited significant variation depending on the pres-
ence of additional mass. With the resistor connected to the board, mode 1 was found to have a frequency of 240 Hz. After
the resistor was removed, the frequency of mode 1 increased to 384 Hz.
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To enable the detection of mechanical damage in the PCBs, a frequency-based approach utilizing FFTs is employed [5].
This method leverages the inherent vibration signatures of the assemblies captured by the embedded sensors during shock.
The FFT algorithm converts the time-domain vibration signal x(n) into the frequency domain X(f), as shown in Equation 1,
allowing for the identification of specific frequency components associated with structural integrity. The signal is decom-
posed into its frequency components using the FFT. Next, the resulting spectrum is normalized by dividing by the number of
samples. Lastly, only the positive side of the frequency spectrum is retained, as the FFT output is symmetric for real-valued
signals.

X(f) =

N−1∑
n=0

x(n)e−j2πfn/N (1)

where x(n) represents the sampled time-domain signal, N is the number of samples, and f is the frequency.
Algorithmic strategies for peak detection can be implemented on edge computing devices to provide more rapid damage

assessment. Such algorithms are designed to analyze FFT-transformed data and identify significant peaks or changes in
critical frequency components. As damage occurs, a shift in the modal frequencies is expected. Some strategies include
threshold-based peak detection, pattern recognition, and adaptive filtering.

To implement edge computing for rapid damage assessment on the PCBs, several important factors must be considered.
A suitable microcontroller capable of handling real-time signal processing tasks should be chosen. This microcontroller must
be able to connect to all of the sensors in the system and have a high enough sampling rate to capture the vibration signals of
interest. An algorithm to perform and read an FFT on the captured data must be deployed on the microcontroller. Other traits
of interest would be a program to trigger a control response such as damping the system when vibrations exceed a threshold
and wirelessly transmitting data to an external monitoring system.

While not implemented in this study, the integration of an edge processing device with the damage detection approach
enables the implementation of a closed-loop control system. This system would monitor real-time vibration data processed
on the edge and could initiate control decisions to mitigate mechanical vibrations when deemed critical. This approach could
enhance the resilience of electronic assemblies by actively managing mechanical loads and optimizing performance under
dynamic environments. It showcases the potential of edge computing in enhancing system durability through responsive,
autonomous control mechanisms.

Experimental Procedure

The experimental setup utilizes a drop tower system to subject electronic packages to controlled shock events. This system, as
shown in Figure 3, simulates abrupt mechanical impacts to assess the resilience of the assemblies under dynamic conditions.
Controlled impacts allow for systematic evaluation of how electronic components respond to sudden forces, which is crucial
for understanding their durability in high-rate dynamic environments.

The electronic packages under test were configured as 4.5-inch PCBs clamped as a fixed-fixed beam. Each PCB is
equipped with a piezoresistive accelerometer, two strain gauges, and a resistor acting as a mass setup in a resistive circuit.
This setup allows for the precise detection of impacts that cause the mass to fall, thereby indicating the onset of structural
failure. A close-up example of the PCB before and after detachment is shown in Figure 4.

The integration of the shock test system and DAQ facilitated rapid data analysis during testing. The data acquisition
process synchronized an accelerometer on the base of the hammer with the sensors on board the PCB for accurate correlation
of input and output signals. Additionally, a voltage divider circuit, as shown in Figure 5, was used to monitor the integrity
of the resistor. The DAQ recorded the output voltage from the circuit, which was 2.5 volts while the resistor was intact and
dropped to 0 volts when the resistor detached, providing a reliable time reference for failure events.

The signals were sampled at a rate of 2 million samples per second. While this sampling rate is significantly higher
than necessary, it ensured precise data capture and avoided aliasing. A high-speed camera was used in conjunction with the
DAQ to visually capture the precise moment of damage initiation on the PCBs, as shown in Figure 6. This visual cue was a
supplement of sensor data, enhancing the understanding of failure mechanisms under high-rate conditions.

After each test, the clamps holding the PCBs were torqued to 15 in lbs to standardize test conditions as each clamped
end simulated a fixed support. Testing sequences ranged from lower to higher gravity (g) shocks, systematically increasing
impact intensity to gather comprehensive data points before observing failure. An example of how the shock propagated
throughout the PCB is shown in Figure 7.
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Fig. 3 Drop tower test setup including the top and bottom of the fixed-fixed PCB.

Fig. 4 Close view of the PCB being tested before and after the mass was detached.
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+
−

+

−

Vout

Fig. 5 Voltage divider circuit used in the experiment to read from the PCB resistor.
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Fig. 6 Frames from a high-speed camera showing the board during a resistor failure drop.

Fig. 7 Analysis of a time domain signal from the accelerometer on the board during a shock test.

Results and Discussion

The experimental data acquired from the shock tests, published in a public repository [15], revealed significant findings
regarding the effect of the resistor circuit under stress conditions. Across multiple trials, the provided DC voltage to the
resistor circuit stayed relatively constant until a shock occurred where the mass fell. A comparison of time domain signals
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to assess the behavior of the PCB during the failure test was plotted in Figure 8. Some differences are shown during the
response, which can be attributed to sequential excitations due to the detached component colliding with the board.

Fig. 8 Time series representation of shock tests leading up to a final test where the resistor became detached.

The Fourier analysis conducted on each test indicated pronounced alterations in the frequency signatures of the boards
following the mass detachment, as shown in Figure 9. Specifically, when observing the first modal frequency, there was a
significant change in line with the change expected from simulations. In Table 2, an analysis of the difference between the
frequencies seen in the tested data and the frequencies expected from the simulations is shown.

Fig. 9 Sequential Fourier transforms from shock tests until the resistor becomes detached.

Table 2 Error analysis of the frequencies seen from the simulations and the tested data

Condition Simulated Frequency (Hz) Tested Frequency (Hz) Absolute Error (Hz) Percentage Error (%)
With resistor 240 258 18 7.50

Without resistor 384 354 30 7.81

This analysis highlights the impact of circuit failure on the electrical signal’s spectral content, underscoring the feasibility
of rapid damage detection using frequency analysis.
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Conclusion

This study demonstrates the effectiveness of frequency-based damage detection using FFTs in identifying mechanical dam-
age in electronic assemblies subjected to high-rate dynamic environments. The notable frequency changes observed upon
the occurrence of damage highlight the viability of this method for enhancing SHM in such scenarios.

Integrating edge computing into the damage detection process offers several potential benefits. By processing FFT-
transformed data locally on edge devices, the system can achieve rapid detection of damage events. This capability reduces
latency in decision-making and lays a foundation for implementing responsive control strategies to mitigate mechanical
vibrations before they lead to failures.

Future research on this project will include a multi-faceted approach including the implementation of an edge computing
device, the optimization of sensor placements, the development of more advanced simulation models, and the integration of
these processes with usual packing practices used to mitigate shock.

This paper establishes the foundation for the future development of edge computing architectures, which will enable
the autonomous detection of structural changes in real-time. While this work successfully demonstrates frequency-based
damage detection, the implementation of closed-loop control using edge devices will be pursued in subsequent studies.
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Chapter 6Chapter 1 
On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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Fast-TDA Implementation for High Rate Dynamic Systems in
Noisy Environment and Introduction to Chaotic System

Arman Razmarashooli, Daniel A. Salazar Martinez, Simon Laflamme, Chao Hu, Paul T. Schrader, Gurcan Comert,
Negash Begashaw, and Jacob Dodson

Abstract High-rate systems (HRS), defined as engineering systems experiencing substantial disturbances/variability over
short periods of time, can be significantly empowered by implementing feedback mechanisms, but these mechanisms are
severely impeded by the complexity of the high-rate dynamics and tight reaction time constraints. In particular, the HRS
time scale is constrained to 1 ms for whole closed-loop mechanism, including data acquisition, assessment execution, and
decision-making. A compelling tool to analyze complex dynamic systems is topological data analysis (TDA). Yet, TDA
requires a high computational cost and is not applicable to the HRS time scale. Here, the authors introduce the concept of
Fast-TDA. Fast-TDA is a set of computationally efficient algorithms constructed to extract TDA-inspired features from time
series for targeting HRS analytics. This study investigates methods mimicking the capabilities of persistent homology (PH)
to extract the topological characteristics of one-dimensional (H1) voids for dynamic systems embedded in two dimensions.
This pseudo-PH process dynamically fits the phase space point cloud with ellipses using a peak identification method and
fitting error analysis, subsequently identifying intersections between the ellipses. This approach is demonstrated on synthetic
datasets embedded in two dimensions with added noise and the Lorenz attractor. Results show that Fast-TDA can accurately
extract key topological features in noisy and chaotic environments over comparative state-of-the-art TDA methods.

Keywords High rate dynamic systems · Topological data analysis · Persistent homology · Chaotic systems · Lorenz attractor
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Introduction

Topological data analysis (TDA) is a fast-growing field that leverages algebraic topology and modern mathematics to analyze
the shape of data sets [1]. TDA’s primary goal is finding topological features such as connected components, loops, and voids,
etc., in data by constructing simplicial complexes from point clouds [2]. These simplicial complexes are multi-dimensional
forms of graphs that capture the local relationships between data points [1] while simultaneously inheriting the topology
of its underlying data set. TDA is particularly useful for analyzing complex, noisy datasets. Persistent homology (PH)
algebraically represents how topological features (multi-dimensional holes) in a dataset change over different scales. Thus,
the 0th dimension of PH, or H0, captures the connected components of a data set, the 1st dimension of PH, or H1, captures
the 1-dimensional (1D) holes of a data set, the 2nd dimension of PH, or H2, captures the 2D holes or voids of a data set,
etc. For instance, assuming a two-dimensional point cloud, a circle of diameter ϵ > 0 is drawn around each point and the
diameter of the circles dilates for all time. As the diameters grow, points connect when the edges of two circles overlap
[3]. The connected points may eventually form loops or one-dimensional holes (birth), which eventually close (death). This
process, known as a filtration measures, tracks, and records a given data’s topological features lifespans as ordered pairs
(birth, death) = (b, d) in high fidelity, and the difference between these times, known as persistence, helps us to understand
the stability of the features within the data. the results are often visualized in a persistence diagram, which provides insight
into the dataset’s overall structure, such as periodicity and clustering [3].

In many real applications, data that are collected from systems are time-dependent and represented as time series x(t) =
[x1, x2, · · · , xm]. To apply TDA to time series, it must first be converted into a point cloud. This conversion is typically
done using Taken’s embedding theorem, which reconstructs the state space of a system from its time series data [4, 5]. By
creating a delay vector with an optimally chosen dimension d and time delay τ χ(t) = [x(t),x(t− τ),x(t−2τ), · · · ,x(t−
(d − 1)τ)], one can represent the current state of the system and its past values, createing a point cloud embedded in finite
dimensional Euclidean space that preserves the underlying dynamics of the original system topologically equivalent manifold
of the same dimension [6, 7]. The embedding dimension d (number of past values to include) and time delay τ (the gap
between the successive values) are key parameters typically are chosen by false nearest neighbor test and mutual information
methodologies [5]. Once this transformation is complete, TDA can be applied to the embedded data to extract topological
invariants. TDA captures key system features by using Taken’s embedding theorem. Persistent homology and simplicial
complexes are the main tools to find these features. Previous studies have demonstrated that combining TDA features with
machine learning algorithms is effective for solving classification problems in various fields, including electrocardiogram
classification, time series analysis, and the exploration of large datasets in biology and chemistry [8, 9].

The application domain of this paper is high-rate systems (HRS), defined as dynamic systems experiencing accelerations
greater than 100 gn for durations under 100 milliseconds, such as those found in blast mitigation, advanced weaponry, and
hypersonic vehicles [10]. HRS could greatly benefit from feedback systems to ensure optimal operations, but the complexity
of their dynamics combined with the tight time constraint complicates the integration of any closed-loop mechanism. This
paper investigates the applicability of TDA for real-time state estimation of HRS. TDA features have shown promise for
state estimation in such systems, particularly when used as inputs to Gated Neural Networks [11]. However, the compu-
tational burden of forming simplicial complexes and persistent diagrams limits TDA’s real-time applicability, especially in
systems with high sampling rates and chaotic environments. Any closed-loop mechanisms applicable to HRS must function
under 1 ms [12]. As a result, the scalability of TDA scalability in high-rate systems becomes a significant obstacle [13].
To address these challenges, we study the concept of Fast-TDA, a method inspired by traditional TDA but optimized for
efficiency. Fast-TDA avoids the computational cost of constructing simplicial complexes by using geometric methods to ex-
tract one-dimensional homology features (H1) through inscribed ellipses and intersections. This approach not only reduces
computational time but also enhances the robustness of feature extraction, particularly in noisy environments.

The rest of the paper is organized as follows. The next section describes the Fast-TDA algorithm to estimate H1. Follow-
ing that, we present the synthetic and laboratory datasets used in validating the algorithm. The subsequent section discusses
the results, and the final section provides the conclusion.

Algorithm

Our approach uses TDA to determine the birth and death of topological features without relying on constructing a simplicial
complex filtration. We focus on analyzing two-dimensional (2D) point clouds. In Fast-TDA, we estimate the persistence of
the feature H1 by first calculating the average distance between neighboring points to determine the birth time. Then, we fit
an ellipse through the point cloud, the length of the ellipse’s whose minor axis corresponds to the death time of H1. Various
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techniques exist to fit one ellipse through a set of points; we adopt the least squares method for ellipse fitting. To account
for the nonstationarity in our system, we used a sliding window to extract local features, assuming the system remains
stationary within each window [11]. The window is defined to include one period of the system w1 = 1/fmin + τ where
fmin represents the system’s minimum frequency, ensuring the point cloud forms a loop that corresponds to H1. However,
the problem becomes more complicated when there is more than one frequency in the system since the point cloud should be
fitted by multiple ellipses. We investigate dynamic ellipse identification extracted by using a second sliding window nested
within the first window. As the first sliding window moves along the time series, the second sliding window with the size of
w2 = 1/fmax+ τ where fmax represents the system’s maximum frequency, captures all inner ellipses. When the fitted error
for the ellipses reaches a local minimum, it has found a fitted ellipse. Once the ellipses are fitted/captured in both cases. The
intersection of pairs of ellipses are calculated by simultaneously solving their parametric equations.

The objective is to find the set of points where both ellipses overlap, which involves determining if the boundary of one
ellipse lies inside the other. In cases where ellipses do not directly intersect but overlap geometrically, the space between
the outer boundary of the smaller ellipse and the inner boundary of the larger one is also included as part of the overlap.
The regions are combined into a unified composite shape that represents all areas where multiple ellipses overlap. This
is achieved by taking the union of the previously identified intersection areas with any new ellipses introduced into the
system. The process carefully retains only the portions of the ellipses that are common between them, ensuring that the
composite region accurately reflects the overlapping areas. By continuously updating this composite region as new ellipses
are added, the system maintains a comprehensive map of all the overlaps between ellipses within the time series. To analyze
the properties of the overlapping regions, the largest inscribed circle is computed for each intersection. This is done by
evaluating the distance from points inside the region to the boundary and identifying the point that maximizes this distance.
The radius of the largest inscribed circle is determined by the distance between this central point and the nearest boundary,
ensuring the circle fits entirely within the region without extending beyond it. To optimize this process, a Voronoi diagram is
employed, where each Voronoi vertex provides a candidate for the circle’s center [14]. The vertex with the maximum distance
to the boundary is selected, and the corresponding circle is inscribed within the region, revealing the largest possible enclosed
area within the overlapping ellipses.

Datasets

To investigate the efficiency and sensitivity of the algorithm in noisy and chaotic environments, three datasets are selected.

Dropbear: The DROPBEAR testbed was developed to validate state estimation algorithms for HRS. As shown in Figure
1, this testbed consists of a cantilever beam subjected to a fast-moving boundary condition using a moving roller [15]. The
moving roller has been used to model a sudden change in the beam’s stiffness. DROPBEAR can be simplified as a cantilever
beam of variable length. The beam typically experiences free vibration and it can be simplified to [11].

x(t) = A cos (wt) + np = A cos (2πft) + np (1)

where x(t) is the vertical acceleration at the tip, A is the amplitude, f is the natural cyclic frequency in Hertz (Hz), t is
time in seconds, and np is noise. In the context of free vibration, the fundamental frequency of the beam can be estimated
by using Equation 2 [16]:

f =
E

L2
(2)

Fig. 1 Picture of the DROPBEAR testbed [11]
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where E is a constant and L is length of the beam. Literature has shown that the ideal embedding dimension of a single
harmonic signal is 2 [17]. This results in a 2-dimensional point cloud, from which a persistence diagram can be generated,
containing information about connected components or zero-dimensional holes, known as the TDA persistent homology
(PH) feature representation H0, and loops or one-dimensional holes, known as TDA PH feature representation H1.

Chaotic system: To explore chaotic behavior, we use the Lorenz system, a well-known set of ordinary differential equations
(ODEs) that exhibits chaos under specific conditions [6]. The system is defined by the following equations:

dx

dt
= σ(y − x) (3)

dy

dt
= x(ρ− z)− y (4)

dz

dt
= xy − βz (5)

Here, σ, ρ, and β are parameters that influence the system’s dynamics. For this study, we set σ = 10, ρ = 28, and
β = 8/3 to induce chaotic behavior. The system is solved numerically, starting from the initial condition X0 = [0, 1, 1.05],
which sets the values for x(t), y(t), and z(t) at t = 0. The integration is performed over a time span with 4000 points to
accurately capture the system’s dynamics. The result is a numerical solution that reflects the chaotic nature of the Lorenz
system, providing a time series for x(t) (as shown in Figure 3, and 4).

After obtaining the numerical solution, Taken’s embedding theorem is applied to reconstruct the phase space in two
dimensions using a time delay of τ = 0.1 seconds [18]. This approach helps in properly unfolding the system’s dynamics,
effectively capturing the characteristic ’butterfly effect’ of the Lorenz attractor.

Synthetic dual harmonic signal: Due to the unavailability of a realistic laboratory dataset, we consider the dual harmonic
signal with noise, which is expressed as follows:

x(t) = cos(2πf1t) + cos(2πf2t) + np (6)

where f1 and f2 represents the system’s frequencies, with f1 > f2, and np represents noise. The system is embedded using
a time delay of τ = 0.01. To ensure that the point cloud consists of multiple ellipses, the time delay must be less than
τ < 0.25/f2. The point cloud is plotted using arbitrary values of f1 = 3.65 Hz and f2 = 1.9 Hz to increase the complexity.

Results

In this section, we investigate how well the minor axis in the fitted ellipse can be utilized to find the right cart location
compared to maximum persistence and short time Fourier transform (STFT). Data obtained from Fast-TDA, TDA, and
STFT are post-processed to map results to the cart location by assuming a quadratic relationship in Equation 2. We conduct
the following linear regression.

x2 = a0 + a1Fi (7)

where x is the cart location in millimeters (mm), a0 and a1 are regression parameters estimated using a least squares
estimator, and Fi is the feature obtained from Fast-TDA (the minor axis), TDA (the maximum persistence of H1), and
STFT (the frequency of the system). Table 1 lists regression parameters for various features. Results indicate that Fast-TDA
provides a better estimation of the cart location relative to TDA based on the value of R2. The DROPBEAR test corresponds
to Dataset 2 [19]. The dataset contains three distinct cart movement patterns, each with different velocities and accelerations.
For better comparison, the results were divided into three sections: Section 1 covers the cart movement from 0.7 seconds
to 17.8 seconds, Section 2 from 17.8 seconds to 32.5 seconds, and Section 3 from 32.5 seconds to 41.8 seconds. Data is
embedded using τ = 0.0008 seconds, and the size of the moving window is w = 0.025 seconds.

Table 1 Results from LSE

Method a0 a1 R2

TDA -0.92 2.47 0.87
STFT -0.034 0.93 0.95

Fast-TDA 0.46 2.16 0.91
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Fig. 2 Cart localization results on DROPBEAR using various features

We evaluate performance through three performance metrics (J1, J2, and J3) [11]. Metric J1 is the mean absolute error
between the actual cart location and the mapped cart location for each section of the excitation. Metric J2,i is the number of
instances over the signal that the estimation does not remain below a given distance i (in mm, here taken as i = 5, 10, and 20
mm, with 20 mm arbitrarily taken as an acceptable target). Metric J3,i is the mean absolute error of the cart location when
the estimated cart position is within the given distance i (in mm). Figure 2 plots the time series results of the car localization
using various features. Table 2 list results in terms of performance metrics A study of the metrics shows that, in terms of
J1, Fast-TDA performs similar to TDA in section 3, but outperform TDA in the other sections. However, STFT outperforms
both Fast-TDA and TDA in sections 1 and 2. Metric J2 demonstrates that Fast-TDA accurately maps within 20 mm of the
correct cart location over 90% of the time, outperforming TDA in all cases. It also performs similarly to the SFTF or even
better, except notably under J3.

We analyze the performance of windowing as a pre-defined hyperparameter in both TDA and Fast-TDA for chaotic
behavior, as the correct window size in such systems is generally unknown. The study is conducted using four different
window sizes. Figures 3 and 4 show the time series for x(t) and the evolution of various window sizes for TDA and Fast-
TDA. It can be observed that a window size of 1.5 seconds produces the most stable results, with performance deteriorating
as the window size decreases, becoming unstable at 0.5 seconds. In contrast, results in Figure 4 indicate that Fast-TDA
performs similarly for window sizes of 1 and 1.5 seconds. Although there is some instability with the smaller window
sizes, Fast-TDA maintains the trend with increased noise. The results suggest that Fast-TDA is less sensitive to window size
compared to TDA.

Lastly, we examine the sensitivity of Fast-TDA and TDA results in noisy environments. Results for both noise-free and
noisy dual harmonic signals are plotted in Figures 5 and 6. Figure 5 (a) and 6 (a) shows the time series and sliding windows,

Table 2 Performance results for cart localization on DROPBEAR.

J1 J2,5 J2,10 J2,20 J3,5 J3,10 J3,20
Section Method (mm) (%) (%) (%) (mm) (mm) (mm)

TDA 8.7 46 29 12 1.4 2.9 4.9
Section 1 STFT 6.3 38 13 3 3.4 4.6 5.4

Fast-TDA 8.3 42 30 10 1.9 4.6 5.0
TDA 10.2 56 34 15 1.9 3.8 6.0

Section 2 STFT 7.3 50 23 6 3.5 4.6 6.4
Fast-TDA 9.2 54 31 11 2.1 3.9 6.2

TDA 5.7 30 18 8 1.3 2.1 3.4
Section 3 STFT 5.9 21 12 5 4 4.4 5.1

Fast-TDA 5.7 28 17 7 1.9 2.6 3.8
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Fig. 3 TDA feature evolution on Lorenz system under various window sizes.

Fig. 4 Fast-TDA feature evolution on Lorenz system under various window sizes.

Fig. 5 TDA and Fast-TDA feature comparison for noise-free dual harmonic signal.
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Figure 5 (b) and 6 (b) shows the fitted ellipses and inscribed circles, and Figure 5 (c) and 6 (c) compares the H1 persistence
diagram for the H1 feature from TDA and Fast-TDA. For better comparison, the birth and death times for the first 10 points
with longer persistence are listed in Tables 3 and 4. The results indicate that adding noise to the system causes a 60% change
in the maximum persistence of H1 from TDA but only a 1% change in the maximum persistence value from Fast-TDA. For
points with shorter persistence, the changes are still significant in TDA compared to Fast-TDA. The number of off-diagonal
points increases from 13 to 25 in TDA when moving from a noise-free to a noisy environment, whereas in Fast-TDA the
number of off-diagonal points decreases from 11 to 10. Results show that adding noise to the system has a much smaller
impact on the features extracted by Fast-TDA compared to TDA.

Fig. 6 TDA and Fast-TDA feature comparison in noisy dual harmonic signal.

Table 3 Birth and death values of the first 10 points using TDA and Fast-TDA for the noise-free dual harmonic signal

Method Feature Point 1 Point 2 Point 3 Point 4 Point 5 Point 6 Point 7 Point 8 Point 9 Point 10

TDA Birth 0.040 0.016 0.022 0.020 0.035 0.033 0.024 0.032 0.071 0.021
(H1) Death 0.396 0.159 0.164 0.152 0.166 0.157 0.140 0.139 0.168 0.116

Fast-TDA Birth 0.022 0.022 0.022 0.022 0.022 0.022 0.022 0.022 0.022 0.022
(Diameter) Death 0.348 0.206 0.195 0.185 0.178 0.165 0.161 0.154 0.148 0.145

Table 4 Birth and death values of the first 10 points using TDA and Fast-TDA for the noisy dual harmonic signal.

Method Feature Point 1 Point 2 Point 3 Point 4 Point 5 Point 6 Point 7 Point 8 Point 9 Point 10

TDA Birth 0.090 0.072 0.065 0.175 0.043 0.049 0.036 0.080 0.047 0.038
(H1) Death 0.275 0.138 0.124 0.232 0.099 0.101 0.082 0.126 0.090 0.080

Fast-TDA Birth 0.090 0.090 0.090 0.090 0.090 0.090 0.090 0.090 0.090 0.090
(Diameter) Death 0.406 0.231 0.230 0.212 0.211 0.201 0.199 0.188 0.149 0.143

Conclusion

In this paper, we propose the concept of Fast-TDA for noisy and chaotic signals, which estimates TDA features directly
from a point cloud of data without necessitating the computation of filtrations or persistence diagrams. The development
of the Fast-TDA approach was motivated by the deployment of TDA at the sub-millisecond realm, targeting applications to
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high-rate systems. The results showed that Fast-TDA could be a powerful method to extract topological features inspired
by TDA, significantly improving computing time outperforming traditional TDA in a noisy and chaotic environment while
being less sensitive to pre-TDA known hyperparameters (window size).
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